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PEANUT - The ParallEl AligNment UTility

PEANUT is a read mapper for DNA or RNA sequence reads. Read mapping is the
process of aligning biological DNA or RNA sequencing reads to a known
reference genome.

By exploiting the massive parallelism of modern graphics processors and a novel
index datastructure (the q-group index), PEANUT achieves supreme speed compared
to current state of the art read mappers like BWA MEM, Bowtie2 and RazerS3
while maintaining their accuracy. PEANUT thereby allows to report both only the
best hit or all hits of a read.

When using PEANUT, please cite our article:


Köster J, Rahmann S (2014).
Massively parallel read mapping on GPUs with the q-group index and PEANUT.
PeerJ 2:e606 http://dx.doi.org/10.7717/peerj.606



Requirements


	A POSIX compatible OS (e.g. Linux, MacOS X, FreeBSD)

	an NVIDIA GPU with up-to-date proprietary drivers and at least 1.5GB RAM
(this may change in the future as the AMD drivers become more mature)

	Python >= 3.2

	Numpy >= 1.7

	Cython >= 0.19

	PyOpenCL >= 2013.1






Installation

If not already present, you will need the proprietary NVIDIA drivers, Python3,
setuptools, Cython, Numpy and PyOpenCL.
On Ubuntu or Debian based systems, the NVIDIA drivers can be installed with:

$ sudo apt-get install nvidia-current





which requires admin rights.
With admin rights, you should install setuptools, Cython and Numpy via:

$ sudo apt-get install python3-setuptools python3-numpy cython





Without admin rights, you can use a userspace Python 3 distribution like
https://store.continuum.io/cshop/anaconda.

You can install PEANUT using the easy_install3 tool provided by setuptools.
All missing dependencies will be installed automatically:

$ easy_install3 --user peanut





When installing manually from setup.py, just execute:

$ python3 setup.py install --user





To update PEANUT, issue:

$ easy_install3 -U peanut --user








Usage

PEANUT will be available as a command line tool.
To index a reference genome genome.fasta, issue the following:

$ peanut index genome.fasta genome.index.hdf5





To map paired end reads reads.1.fastq and reads.2.fastq onto the indexed
reference, use the following invocation:

$ peanut map --threads 8 --insert-size 200 --insert-size-error 50 genome.index.hdf5 reads.1.fastq reads.2.fastq | samtools view -Sb - > mapped.bam





Here, an insert size or 200 with a tolerance of 50 is expected. Defining the
expected insert size is required for PEANUT to be able to detect properly
paired reads. Setting the wrong insert size here can lead to reduced
performance since PEANUT will try to rescue reads not properly paired by
performing additional alignments. As can be seen, PEANUT outputs hits in the
SAM format. Hence, output has to be piped into samtools to obtain a BAM file.

Per default, PEANUT reports the best and all equally good hits of a read.
Alternatively, it can be configured to report a desired number of strata of
equally good hits:

$ peanut map --strata <N> ...





Here, N is the number of desired strata, with N=all telling PEANUT to report
all hits of a read down to a given error tolerance.

PEANUT buffers reads and hits in GPU and CPU memory. The default buffer
settings of PEANUT are optimized for a GPU with at least 1.5 GB memory and a
CPU with 16 GB memory (but 8 GB should do, too). You can lower both buffer
sizes to adapt for weaker systems, e.g.:

$ peanut map --read-buffer 100000 --hits-buffer 500000 ...





This, however, can reduce performance since the amount of possible parallelism
on the GPU is affected. For further help, invoke:

$ peanut --help





or visit http://peanut.readthedocs.org.




FAQ

The following questions might be of general interest.


	Which resource requirements does PEANUT have?

With default settings, it needs 16GB RAM for the CPU and a decent NVIDIA GPU
with 1.5GB RAM.



	How many reads are mapped in one step?

Per default, PEANUT maps one million reads per step. In case of paired end,
half a million from each end are mapped.
This influences the amount of memory used, and can be regulated as shown above.



	How do you decide which hit is the right one to report?

The hit with the highest percent identity to the reference is reported as the best hit.
With paired-end reads, percent identities of properly paired hits are summed for
this decision. If no hit is properly paired, PEANUT tries to rescue the pair for the
best hit by performing an alignment within the given expected insert size.
When reporting more than one hit, they are sorted into equally
scoring strata and the given number of strata is reported (see above).



	I would like to modify PEANUT. How should I start?

You can download the source or checkout from Git (see above).
Then modify anything you want, and issue the following, instructing Python to
automatically rebuild and install everything that was changed:

$ python3 setup.py install












News







	25 Apr 2015
	Release 1.3.6 of PEANUT. Allow to choose device type from command
line. This should enable PEANUT to run on other OpenCL devices.
The nature of the algorithm suits best to GPUs, though.


	9 Nov 2014
	Release 1.3.5 of PEANUT. Added missing .pyx and .pxd files to
source tarball distributed via Pypi.


	5 Sep 2014
	Release 1.3.2 of PEANUT. Fixed a bug causing an invalid OpenCL work
group size with uneven number of reads (special thanks to Sean Li
for reporting this).


	18 Aug 2014
	Release 1.3.1 of PEANUT. Added rescue mode for paired-end
sequencing.


	7 Jul 2014
	Release 1.2 of PEANUT. Improved mapping quality estimate that
reflects the original posterior probability like defined in the MAQ
paper of Heng Li.


	26 May 2014
	Release 1.1 of PEANUT. Reduced memory usage (at most 1/2 if you are
lucky).


	16 May 2014
	Release 1.0.3 of PEANUT. Changed the argument order for the map
subcommand to agree with other mappers.


	7 May 2014
	Release 1.0.2 of PEANUT. More fixes for alignment selection in case
of paired end reads. Fixed missing import and –query-buffer not
being considered.


	30 Apr 2014
	Release 1.0.1 of PEANUT. Improved flag usage in SAM output.
Rescaled mapping quality in accordance with the paper. Fixed rare
cases of where the wrong mate alignment was chosen as the best
alignment.






License

PEANUT is available under the MIT license.




Analysis Pipeline

The pipeline used for the analysis done in the paper can be obtained here.




Author

Johannes Köster

Genome Informatics, Institute of Human Genetics, Faculty of Medicine, University of Duisburg-Essen

johannes.koester@gmail.com

http://johanneskoester.bitbucket.org
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Analysis pipeline for PEANUT performance and sensitivity


The following Snakemake [http://bitbucket.org/johanneskoester/snakemake] pipeline conducts the
complete performance and sensitivity analysis of PEANUT and its competitors as presented in our publication.
The corresponding Snakefile can be downloaded here.


# vim: set syntax=python expandtab!:
import csv
from functools import partial
from collections import defaultdict, Counter
import matplotlib
matplotlib.use("agg")
import numpy as np
import matplotlib.pyplot as plt
from mpl_toolkits.axes_grid.axislines import Subplot
import pysam


__author__ = "Johannes Köster"
__license__ = "MIT"


"""
PEANUT analysis workflow.
The workflow expects the homo sapiens reference as "ref/genome.fa" together with
BWA and Bowtie 2, cushaw2 (with prefix genome.cushaw2), cushaw3 (with prefix genome.cushaw3) and nvbwt (with prefix genome.nvbwt) indexes in the same directory.
This can be achieved via symlinks.
For unbiased performance estimates, it should be ensured that all files are accessible
from the same hard disk and do not reside on a network share.
Further, the workflow should not be executed multithreaded.
"""


############## definitions ################

# occupancy
BLOCKSIZES = list(range(32, 577, 32))

# sensitivity
RABEMA_SCORES = list(range(60, 101, 5))
RABEMA_ERRORS = list(range(6)) + list(range(10, 21, 5)) #+ list(range(30, 51, 10))

SENSITIVITY_TESTS = expand("rabema/evaluation/sim.{readlength}.{score}.{error}.txt", readlength=[100], score=RABEMA_SCORES, error=RABEMA_ERRORS)

# performance
PEANUT_TESTS = expand("peanut.align.{type}", type="strata all".split())
PEANUT_TESTS_RECALL = expand("peanut.align.{type}", type="strata_noxa all_noxa".split())
PERFORMANCE_MAPPERS = "bowtie2.best cushaw2-gpu bowtie2.all razers3 ngm cushaw3 bwamem nvbowtie mrfast".split()
# bowtie2.all does not terminate due to swapping
PERFORMANCE_MAPPERS.remove("bowtie2.all")
# nvbowtie is optimized for Tesla GPUs with larger memory than our test system and fails with bad_alloc
PERFORMANCE_MAPPERS.remove("nvbowtie")
# ngm exits with an error for the large dataset, razers3 badalloc, mrfast crashes
PERFORMANCE_MAPPERS_LARGE_BLACKLIST = "ngm".split()
# peanut all not needed, razers3 throwing error (TODO find better parameters for razers3)
PERFORMANCE_VS_RECALL_BLACKLIST = "razers3 peanut.align.all_noxa".split()


PERFORMANCE_FASTQ = {
    "ERR281333.5000000": expand("sampled/ERR281333_{read}.5000000.fastq.gz", read="1 2".split()),
    "ERR281333_1.5000000": ["sampled/ERR281333_1.5000000.fastq.gz"],
    "simulated.5000000": ["sampled/simulated.5000000.fastq.gz"],
    "simulated.1000": ["sampled/simulated.1000.fastq.gz"],
    "ERR091787.25000000": expand("sampled/ERR091787_{read}.25000000.fastq.gz", read="1 2".split())
}

def get_performance_fastq(wildcards, gzip=True):
    fastqs = PERFORMANCE_FASTQ[wildcards.dataset]
    if not gzip:
        fastqs = ["".join(os.path.splitext(f)[:-1]) for f in fastqs]
    return fastqs

PERFORMANCE_RECALL = expand(
    "performance/evaluation/simulated.5000000.{mapper}.{run}.{benchmark_type}.rabema_report_tsv".split(),
    mapper=PERFORMANCE_MAPPERS + PEANUT_TESTS_RECALL,
    benchmark_type="recall precision".split(),
    run=0)
PERFORMANCE_RUNTIME = expand("performance/{dataset}.{mapper}.{run}.time".split(),
    dataset="ERR281333_1.5000000 simulated.5000000 ERR281333.5000000".split(),
    mapper=PERFORMANCE_MAPPERS + PEANUT_TESTS,
    run=0)
PERFORMANCE_RUNTIME_LARGE = expand("performance/{dataset}.{mapper}.{run}.time".split(),
    dataset="ERR091787.25000000".split(),
    mapper=[mapper for mapper in PERFORMANCE_MAPPERS if mapper not in PERFORMANCE_MAPPERS_LARGE_BLACKLIST] + PEANUT_TESTS,
    run=0)
PERFORMANCE_PEANUT = expand("performance/{dataset}.{mapper}.{run}.time".split(),
    dataset="ERR281333_1.5000000 simulated.5000000 ERR281333.5000000".split(),
    mapper=PEANUT_TESTS,
    run=0)
RUN_TIME_DIST = expand(
    "plots/{dataset}.run_time_dist.pdf",
    dataset="ERR281333_1.5000000 simulated.5000000 ERR281333.5000000 ERR091787.25000000".split()
)


shell.prefix("set -o pipefail; ")

##################### targets #####################


rule all:
    input:
        "plots/occupancy.pdf",
        "plots/benchmark_best-mappers_recall.pdf",
        "plots/benchmark_best-mappers_precision.pdf",
        "plots/benchmark_all-mappers_all.pdf",
        "plots/index_size.pdf",
        "plots/mapq_fpr.pdf",
        RUN_TIME_DIST,
        PERFORMANCE_RECALL,
        PERFORMANCE_RUNTIME,
        PERFORMANCE_RUNTIME_LARGE,
        SENSITIVITY_TESTS


rule all_performance_peanut:
    input:
        PERFORMANCE_PEANUT


rule all_performance:
    input:
        PERFORMANCE_RUNTIME


rule all_run_time_dist:
    input:
        RUN_TIME_DIST


##################### general #####################


rule index_repeatcount:
    input:
        "ref/genome.fa"
    output:
        "stats/index/genome.{minrepeat}.csv", "index/genome.{minrepeat}.hdf5"
    resources: gpu=1
    shell:
        "peanut index {input} --min-repeat-count {wildcards.minrepeat} --stats {output}"


rule index_default:
    input:
        "{prefix}.fasta"
    output:
        "{prefix}.hdf5"
    shell:
        "peanut index {input} {output}"


rule sample_fastq:
    input: "reads/{dataset}.fastq.gz"
    output: "sampled/{dataset}.{reads}.fastq.gz"
    params:
        lines=lambda wildcards: str(4 * int(wildcards.reads))
    shell:
        "set +o pipefail; zcat {input} | head -n {params.lines} | gzip > {output}"


rule sam_to_bam:
    input:  "{prefix}.sam"
    output: "{prefix}.bam"
    shell:  "samtools view -Sb {input} > {output}"


rule sort_bam:
    input:  "{prefix}.bam"
    output: "{prefix}.{sorttype,(sorted|namesorted)}.bam"
    params: flags=lambda wildcards: "-n" if wildcards.sorttype == "namesorted" else ""
    shell:  "samtools sort {params.flags} {input} {wildcards.prefix}.{wildcards.sorttype}"


rule index_bam:
    input:
        "{prefix}.sorted.bam"
    output:
        "{prefix}.sorted.bam.bai"
    shell:
        "samtools index {input}"


rule unzip_fastq:
    input:  "{prefix}.fastq.gz"
    output: "{prefix}.fastq"
    shell:
        "gzip -d -c {input} > {output}"


##################### occupancy ##################

ALL_KERNELS = set("create_queries_index create_queries_occ_count create_queries_occ popcount_index filter_reference create_candidates validate_hits".split())
REPRESENTATIVE_KERNELS = {"create_queries_index": "index construction", "filter_reference": "filtration", "validate_hits": "validation"}
PROFILE = "COMPUTE_PROFILE=1 COMPUTE_PROFILE_CSV=1 COMPUTE_PROFILE_CONFIG=profile.config"


rule profile_peanut:
    input:
        "sampled/{reads}.fastq.gz", "index/genome.2500.hdf5"
    output:
        profile="profile/{reads}.{blocksize}.profile.txt"
    resources: gpu=1
    threads: 8
    shell:
        "{PROFILE} CL_LOG_ERRORS=stdout COMPUTE_PROFILE_LOG={output.profile} "
        "peanut map --threads {threads} "
        "--blocksize-filtration {wildcards.blocksize} "
        "--blocksize-validation {wildcards.blocksize} "
        "{input} > /dev/null"


rule extract_occupancy:
    input:
        expand("profile/1000000.{blocksize}.profile.txt", blocksize=range(32, 513, 32))
    output:
        csv="profile/occupancy.csv"
    run:
        kernels = ALL_KERNELS

        occupancy = defaultdict(dict)
        for f in input:
            with open(f) as f:
                reader = csv.reader(f, delimiter=",")
                for l in reader:
                    if not len(l) > 10:
                        continue
                    try:
                        method = l[0]
                        blocksize = int(l[5]) * int(l[6]) * int(l[7])
                        occ = float(l[10])
                        if method in kernels:
                            occupancy[method][blocksize] = occ
                    except ValueError:
                        continue

        with open(output.csv, "w") as out:
            blocksizes = sorted(set(b for occ in occupancy.values() for b in occ))
            print("method", *blocksizes, sep="\t", file=out)
            for method, occ in occupancy.items():
                print(method, *[occ[b] if b in occ else "-" for b in blocksizes], sep="\t", file=out)


rule plot_occupancy:
    input:
        csv="profile/occupancy.csv"
    output:
        pdf="plots/occupancy.pdf"
    run:
        figure()
        styles = "- -- :".split()
        with open(input.csv) as f:
            reader = csv.reader(f, delimiter="\t")
            header = next(reader)
            x = [int(b) for b in header[1:]]
            i = 0
            for l in reader:
                kernel = l[0]
                occupancy = l[1:]
                if kernel not in REPRESENTATIVE_KERNELS:
                    continue
                x_ = [b for b, occ in zip(x, occupancy) if occ != "-"]
                y = [float(occ) for occ in occupancy if occ != "-"]
                plt.plot(x_, y, styles[i], label=REPRESENTATIVE_KERNELS[kernel])
                i += 1
        plt.xlabel("block size")
        plt.ylabel("occupancy")
        plt.legend(loc="lower right", handlelength=2.5)
        plt.ylim([0, 1])
        plt.savefig(output.pdf)


################## sensitivity ##################


rule rabema_download_data:
    output: 
        "rabema/data/saccharomyces/genome.fasta",
        "rabema/data/saccharomyces/reads_454/SRR000853.10k.fastq"
    params:
        archive="rabema-data.tar.bz2"
    shell:  
        """
        wget -O {params.archive} http://www.seqan.de/wp-content/plugins/download-monitor/download.php?id=27
        tar -xf {params.archive}
        mv rabema-data rabema
        rm {params.archive}
        """


rule rabema_create_fastq_simulated:
    input:
        "rabema/data/saccharomyces/genome.fasta"
    output:
        "rabema/sim.{readlength,\d+}.fastq"
    shell:
        """
        mason illumina -N 10000 --no-N -n {wildcards.readlength} -sq -o {output} {input}
        rm {output}.sam
        """


rule razers3_create_sam:
    input:
        "rabema/data/saccharomyces/genome.fasta",
        "rabema/sim.{readlength}.fastq"
    output:
        "rabema/gold.{readlength}.{error,\d+}.pre.sam"
    params:
        identity=lambda wildcards: str(100 - int(wildcards.error))
    threads: 6
    shell:
        "razers3 --dont-shrink-alignments --verbose "
        "--thread-count {threads} "
        "--recognition-rate 100 "
        "--percent-identity {params.identity} "
        "--max-hits 10000000 "
        "--output {output} "
        "{input}"


rule rabema_prepare_sam:
    input:
        "rabema/gold.{readlength}.{error}.pre.sam"
    output:
        "rabema/gold.{readlength,\d+}.{error,\d+}.sam"
    shell:
        "rabema_prepare_sam -i {input} -o {output}"


rule rabema_build_gold_standard:
    input:
        ref="rabema/data/saccharomyces/genome.fasta",
        bam="rabema/gold.{readlength}.{error}.sorted.bam"
    output: "rabema/gold.{readlength}.{error}.gsi"
    shell:
        "rabema_build_gold_standard "
        "--max-error {wildcards.error} "
        "--distance-metric edit "
        "--out-gsi {output} "
        "--reference {input.ref} "
        "--in-bam {input.bam}"


rule rabema_peanut:
    input:
        ref="rabema/data/saccharomyces/genome.hdf5",
        fastq="rabema/sim.{readlength,\d+}.fastq"
    output:
        "rabema/peanut.{readlength,\d+}.{score,\d+}.bam"
    resources: gpu=1
    shell:
        "peanut map --no-xa --max-hits 1000 --semiglobal --strata all --gap-open-penalty 2 --gap-extend-penalty 1 --percent-identity {wildcards.score} {input.ref} {input.fastq} | samtools view -Sbh - > {output}"



rule debug_peanut:
    input:
        ref="rabema/data/saccharomyces/genome.hdf5",
        fastq="rabema/debug.fastq"
    output:
        aligned="rabema/debug.bam"
    resources: gpu=1
    shell:
        """
        peanut map --max-hits 1000 --semiglobal --gap-open-penalty 2 --gap-extend-penalty 1 --percent-identity 60 {input.fastq} {input.ref} | samtools view -Shb - {output}
        """


rule rabema_evaluate_simulated:
    input:
        ref="rabema/data/saccharomyces/genome.fasta",
        peanut="rabema/peanut.{readlength}.{score}.namesorted.bam",
        gold="rabema/gold.{readlength}.{error}.gsi"
    output:
        "rabema/evaluation/sim.{readlength}.{score}.{error}.txt"
    log:
        "logs/rabema_evaluate.{readlength}.{score}.{error}.log"
    shell:
        "rabema_evaluate --reference {input.ref} "
        "--show-missed-intervals "
        "--max-error {wildcards.error} "
        "--distance-metric edit "
        "--benchmark-category all "
        "--in-gsi {input.gold} "
        "--in-bam {input.peanut} > {output} 2> {log}"


######################### performance ######################


rule performance_dataset_real:
    output:
        "reads/ERR281333_{read}.fastq.gz"
    shell:
        "wget -O {output} ftp://ftp.sra.ebi.ac.uk/vol1/fastq/ERR281/ERR281333/ERR281333_{wildcards.read}.fastq.gz"


rule performance_dataset_real2:
    # download an illumina platinum genome from an african male
    output:
        "reads/ERR091787_{read}.fastq.gz"
    shell:
        "wget -O {output} ftp://ftp.sra.ebi.ac.uk/vol1/fastq/ERR091/ERR091787/ERR091787_{wildcards.read}.fastq.gz"


rule performance_dataset_simulated:
    input:
        "ref/genome.fa"
    output:
        "sampled/simulated.{count}.fastq.gz", "sampled/simulated.{count}.fastq.sam"
    params:
        fastq="sampled/simulated.{count}.fastq"
    shell:
        """
        mason illumina -N {wildcards.count} -n 100 -sq -o {params.fastq} {input}
        gzip {params.fastq}
        """


rule performance_gold_standard_oracle:
    input:
        bam="sampled/simulated.{count}.fastq.sorted.bam",
        ref="ref/genome.fa"
    output:
        "performance/simulated.{count,\d+}.gsi"
    shell:
        "rabema_build_gold_standard --oracle-mode -o {output} -r {input.ref} -b {input.bam}"


rule performance_gold_standard_map_all:
    input:
        "ref/genome.fa",
        "sampled/simulated.{count}.fastq"
    output:
        "sampled/simulated.{count}.gold_all.pre.sam"
    threads: 8
    shell:
        "razers3 --dont-shrink-alignments "
        "--parallel-window-size 20000 "
        "--thread-count {threads} "
        "--recognition-rate 100 "
        "--percent-identity 85 "
        "--max-hits 1000000 "
        "--output {output} "
        "{input}"


rule performance_rabema_prepare_bam:
    input:
        "sampled/simulated.{count}.gold_all.pre.sam"
    output:
        "sampled/simulated.{count}.gold_all.sam"
    shell:
        "rabema_prepare_sam -i {input} -o {output}"


rule performance_gold_standard_all:
    input:
        bam="sampled/simulated.{count}.gold_all.sorted.bam",
        ref="ref/genome.fa"
    output:
        "performance/simulated.{count}.all.gsi"
    shell:
        "rabema_build_gold_standard "
        "--max-error 15 "
        "--distance-metric edit "
        "--out-gsi {output} "
        "--reference {input.ref} "
        "--in-bam {input.bam}"


rule performance_rabema:
    input:
        ref="ref/genome.fa",
        gsi="performance/simulated.{count}.gsi",
        bam="performance/simulated.{count}.{mapper}.{run}.namesorted.bam"
    output:
        "performance/evaluation/simulated.{count,[0-9]+}.{mapper}.{run,\d+}.{type,(precision|recall)}.rabema_report_tsv"
    params:
        lambda wildcards: "--only-unique-reads" if wildcards.type == "precision" else ""
    log:
        "logs/performance/rabema_evaluate.simulated.{count}.{mapper}.{run}.{type}.log"
    shell:
        "rabema_evaluate --show-missed-intervals --show-additional-hits "
        "--show-invalid-hits --oracle-mode "
        "{params} "
        "-r {input.ref} -g {input.gsi} -b {input.bam} "
        "--out-tsv {output} 2> {log}"


rule performance_rabema_all:
    input:
        ref="ref/genome.fa",
        gsi="performance/simulated.{count}.all.gsi",
        bam="performance/simulated.{count}.{mapper}.{run}.namesorted.bam"
    output:
        "performance/evaluation/simulated.{count,[0-9]+}.{mapper}.{run,\d+}.{type,(all|any-best|all-best)}.rabema_report_tsv"
    log:
        "logs/performance/rabema_evaluate.simulated.{count}.{mapper}.{run}.{type}.log"
    shell:
        "rabema_evaluate --show-missed-intervals --show-additional-hits "
        "--show-invalid-hits "
        "--max-error 15 "
        "--distance-metric edit "
        "--benchmark-category {wildcards.type} "
        "-r {input.ref} -g {input.gsi} -b {input.bam} "
        "--out-tsv {output} 2> {log}"


RUN_PARAMS = {
    "peanut": ["", "--percent-identity 90", "--percent-identity 95"],
    "bwa_mem": ["", "-r 2.5", "-r 3.5"],
    "bowtie2": ["", "--very-sensitive", "--very-fast"],
    "razers3": ["", "--percent-identity 80", "--percent-identity 90"],
    "ngm": ["", "--min-identity 0.8", "--min-identity 0.95"],
    "cushaw2_gpu": ["", "-min_id 0.8", "-min_id 0.95"],
    "cushaw3": ["", "-min_id 0.8", "-min_id 0.95"]
}


def get_run_params(mapper):
    def _get(wildcards):
        return RUN_PARAMS[mapper][int(wildcards.run)]
    return _get


PEANUT_TYPE2PARAMS = dict(
    all="--strata all",
    strata="--strata 1",
    strata_noxa="--strata 1 --no-xa",
    all_noxa="--strata all --no-xa",
    noalign="--strata 1 --no-alignments")


rule performance_peanut:
    resources: benchmark=1, gpu=1
    input:
        fastq=get_performance_fastq, index="index/genome.2500.hdf5"
    output:
        sam="performance/{dataset}.peanut.align.{type,(all|strata|strata_noxa|all_noxa|noalign)}.{run,\d+}.sam",
        stats="performance/{dataset}.peanut.align.{type}.{run,\d+}.stats",
        time="performance/{dataset}.peanut.align.{type}.{run,\d+}.time"
    params:
        type=lambda wildcards: PEANUT_TYPE2PARAMS[wildcards.type],
        run=get_run_params("peanut")
    log:
        "logs/{dataset}.peanut.align.{type}.{run}.log"
    shell:
        "rm -f {output.time}; "
        "for i in 1 2 3; do "
        "(time peanut --stats {output.stats} map --threads 8 --query-buffer 1000000 {params.type} "
        " {input.index} {input.fastq} --semiglobal {params.run} "
        " > {output.sam} 2> {log}) 2>> {output.time}; "
        "done"


rule performance_bwa_mem:
    resources: benchmark=1
    input:
        "ref/genome.fa",
        get_performance_fastq
    output:
        sam="performance/{dataset}.bwamem.{run,\d+}.sam",
        time="performance/{dataset}.bwamem.{run,\d+}.time"
    params:
        run=get_run_params("bwa_mem")
    log:
        "logs/{dataset}.bwamem.{run}.log"
    shell:
        "rm -f {output.time}; "
        "for i in 1 2 3; "
        "do (time bwa mem {params.run} -t 8 {input} > {output.sam} 2> {log}) 2>> {output.time}; "
        "done"


rule performance_razers3:
    resources: benchmark=1
    input:
        "ref/genome.fa",
        partial(get_performance_fastq, gzip=False)
    output:
        sam="performance/{dataset}.razers3.{run,\d+}.sam",
        time="performance/{dataset}.razers3.{run,\d+}.time"
    params:
        run=get_run_params("razers3")
    log:
        "logs/{dataset}.razers3.{run}.log"
    shell:
        "rm -f {output.time}; "
        "for i in 1 2 3; "
        "do (time razers3 {params.run} -tc 8 {input} --output {output.sam} 2> {log}) 2>> {output.time}; "
        "done"


rule performance_razers3_partitioned:
    resources: benchmark=1
    input:
        ref="ref/genome.fa",
        fastq=expand("sampled/ERR091787_{read}.25000000.fastq", read="1 2".split())
    output:
        sam="performance/ERR091787.25000000.razers3.{run,\d+}.sam",
        time="performance/ERR091787.25000000.razers3.{run,\d+}.time"
    params:
        run=get_run_params("razers3"),
        lines=str(int(25000000 * 4 / 2)),
        args = " ".join(map("{:02d}".format, range(2)))
    log:
        "logs/ERR091787.25000000.razers3.{run}.log"
    run:
        seq_args = " ".join("{}.{{}}.fastq".format(f) for f in input.fastq)
        shell(
        """
        for f in {input.fastq}
        do
            rm -f $f.*
            split -a 2 -d -l {params.lines} $f $f.
            rename 's/$/.fastq/' $f.*
        done
        rm -f {output.time}
        rm -f {log}
        for i in 1 2 3
        do
            (time (
                for chunk in {params.args}
                do
                    echo "chunk $chunk"
                    razers3 {params.run} -tc 8 {input.ref} {input.fastq[0]}.$chunk.fastq {input.fastq[1]}.$chunk.fastq --output {output.sam} &>> {log}
                done
            )) 2>> {output.time}
        done
        """
        )

ruleorder: performance_razers3_partitioned > performance_razers3


rule performance_ngm:
    resources: benchmark=1
    input:
        ref="ref/genome.fa",
        fastq=get_performance_fastq
    output:
        sam="performance/{dataset}.ngm.{run,\d+}.sam",
        time="performance/{dataset}.ngm.{run,\d+}.time"
    params:
        run=get_run_params("ngm")
    log:
        "logs/{dataset}.ngm.{run}.log"
    run:
        if len(input.fastq) > 1:
            fastqs = "-1 {} -2 {}".format(*input.fastq)
        else:
            fastqs = "-q {}".format(input.fastq)
        shell("rm -f {output.time}; "
        "for i in 1 2 3; "
        "do (time ngm {params.run} --gpu -t 8 {fastqs} -r {input.ref} -o {output.sam} &> {log}) 2>> {output.time}; "
        "done")


rule performance_cushaw3:
    resources: benchmark=1
    input:
        ref="ref/genome.fa",
        fastq=get_performance_fastq
    output:
        sam="performance/{dataset}.cushaw3.{run,\d+}.sam",
        time="performance/{dataset}.cushaw3.{run,\d+}.time"
    params:
        run=get_run_params("cushaw3")
    log:
        "logs/{dataset}.cushaw3.{run}.log"
    run:
        inputparam = "-q" if len(input.fastq) > 1 else "-f"
        shell(
            "rm -f {output.time}; "
            "for i in 1 2 3; "
            "do (time cushaw3 align {params.run} -t 8 -r ref/genome.cushaw3 {inputparam} {input.fastq} -o {output.sam} &> {log}) 2>> {output.time}; "
            "done")


rule performance_cushaw2_gpu:
    resources: benchmark=1
    input:
        ref="ref/genome.fa",
        fastq=get_performance_fastq
    output:
        sam="performance/{dataset}.cushaw2-gpu.{run,\d+}.sam",
        time="performance/{dataset}.cushaw2-gpu.{run,\d+}.time"
    params:
        run=get_run_params("cushaw2_gpu")
    log:
        "logs/{dataset}.cushaw2-gpu.{run}.log"
    run:
        inputparam = "-q" if len(input.fastq) > 1 else "-f"
        shell(
            "rm -f {output.time}; "
            "for i in 1 2 3; "
            "do (time cushaw2-gpu {params.run} -t 8 {inputparam} {input.fastq} -r ref/genome.cushaw2 -o {output.sam} &> {log}) 2>> {output.time}; "
            "done")


rule performance_bowtie2:
    resources: benchmark=1
    input:
        "ref/genome.1.bt2",
        fastq=get_performance_fastq
    output:
        sam="performance/{dataset}.bowtie2.{type,(best|all)}.{run,\d+}.sam",
        time="performance/{dataset}.bowtie2.{type,(best|all)}.{run,\d+}.time"
    params:
        prefix="ref/genome",
        all=lambda wildcards: "--all" if wildcards.type == "all" else "",
        run=get_run_params("bowtie2")
    log:
        "logs/{dataset}.bowtie2.{run}.log"
    run:
        fastq = "-U {}".format(input.fastq) if len(input.fastq) == 1 else "-1 {} -2 {}".format(*input.fastq)
        shell("rm -f {output.time}; for i in 1 2 3; do (time bowtie2 {params.run} --threads 8 {params.all} {params.prefix} {fastq} > {output.sam} 2> {log}) 2>> {output.time}; done")


rule performance_nvbowtie:
    resources: benchmark=1
    input:
        "ref/genome.fa",
        fastq=get_performance_fastq
    output:
        sam="performance/{dataset}.nvbowtie.{run,\d+}.sam",
        time="performance/{dataset}.nvbowtie.{run,\d+}.time"
    params:
        prefix="ref/genome.nvbwt"
    log:
        "logs/{dataset}.nvbowtie.{run}.log"
    shell:
        "rm -f {output.time}; "
        "for i in 1 2 3; "
        "do (time nvBowtie --file-ref {params.prefix} {input.fastq} {output.sam} &> {log}) 2>> {output.time}; "
        "done"


rule performance_mrfast:
    resources: benchmark=1
    input:
        ref="ref/genome.fa",
        fastq=partial(get_performance_fastq, gzip=False)
    output:
        sam="performance/{dataset}.mrfast.{run,\d+}.sam",
        time="performance/{dataset}.mrfast.{run,\d+}.time"
    log:
        "logs/{dataset}.mrfast.{run}.log"
    run:
        _, reads = wildcards.dataset.split(".")
        chunks = 1000 if int(reads) > 5000000 else 100
        args = " ".join(map("{:04d}".format, range(chunks)))
        seq_args = "--seq {}.{{}}".format(input.fastq) if len(input.fastq) == 1 else "--pe --min 100 --max 500 --seq1 {}.{{}} --seq2 {}.{{}}".format(*input.fastq)
        shell("""
        rm -f {output.sam}.*
        for f in {input.fastq}
        do
            flines=`wc -l $f | cut -f1 -d' '`
            lines=$(($flines / {chunks}))
            rm -f $f.*
            split -a 4 -d -l $lines $f $f.
        done

        rm -f {output.time}
        for i in 1 2 3
        do
            (time parallel -j 8 -i sh -c 'mrfast --search {input.ref} {seq_args} -o {output.sam}.{{}}' -- {args} ) 2>> {output.time}
        done
        samtools view -SH {output.sam}.0000 > {output.sam}
        for f in {output.sam}.*
        do
            # ignore errors, SAM will be incomplete but we are only interested in run time
            samtools view -S $f >> {output.sam} || true
        done
        """)


####################### PLOT_BENCHMARK_RESULTS #################################

BENCHMARK_BEST_MAPPERS = [
    mapper
    for mapper in ["peanut.align.strata_noxa"] + PERFORMANCE_MAPPERS
    if mapper != "razers3" and mapper != "mrfast"  # only compare best mappers here
]
BENCHMARK_ALL_MAPPERS = "peanut.align.all_noxa razers3 mrfast".split()

MAPPER_LABELS = {
    "peanut": "PEANUT",
    "bwamem": "BWA-MEM",
    "ngm": "NextGenMap",
    "bowtie2": "Bowtie 2",
    "cushaw3": "CUSHAW3",
    "cushaw2-gpu": "CUSHAW2-GPU",
    "razers3": "RazerS 3",
    "mrfast": "MrFast"
}


def plot_benchmarks_input(wildcards):
    pattern = "performance/evaluation/simulated.{reads}.{mapper}.0.{type}.rabema_report_tsv"
    if wildcards.mapper_type == "best-mappers":
        return expand(pattern, mapper=BENCHMARK_BEST_MAPPERS, type=wildcards.type, reads=5000000)
    return expand(pattern, mapper=BENCHMARK_ALL_MAPPERS, type=wildcards.type, reads=1000)


rule plot_benchmarks:
    input:
        benchmarks=plot_benchmarks_input
    output:
        "plots/benchmark_{mapper_type}_{type}.pdf"
    run:
        mappers = BENCHMARK_BEST_MAPPERS if wildcards.mapper_type == "best-mappers" else BENCHMARK_ALL_MAPPERS

        def parse_rabema(f):
            d = np.genfromtxt(f, dtype=None, names="error_rate num_max num_found percent_found norm_max norm_found percent_norm_found".split())
            p = np.cumsum(d["norm_max"])
            tp = np.cumsum(d["norm_found"])
            rate = tp / p * 100
            return rate, d["percent_norm_found"]

        error_rate = np.arange(16)
        figure()
        styles = "- -- : k- k-- k:".split()
        for i, (mapper, benchmark_file) in enumerate(zip(mappers, input.benchmarks)):
            cumulative_results, results = parse_rabema(benchmark_file)
            results = cumulative_results
            l = results.size
            results = np.resize(results, error_rate.size)
            results[l:] = results[l-1]

            plt.plot(error_rate, results, styles[i], label=MAPPER_LABELS[mapper.split(".")[0]])
        plt.xlabel("maximum edit distance")
        plt.ylabel((wildcards.type if wildcards.type != "all" else "sensitivity") + " [%]")
        plt.legend(loc="lower left", ncol=2 if wildcards.type != "all" else 1, handlelength=2.5)
        ymin = 80 if wildcards.mapper_type == "best-mappers" else 60
        plt.ylim([ymin, 100])
        plt.xlim([0,15])

        plt.savefig(output[0])



##################### MAPQ ###############################

rule extract_mapq_fpr:
    input:
        peanut="performance/simulated.5000000.peanut.align.all_noxa.0.namesorted.bam",
        gold="sampled/simulated.5000000.fastq.sorted.bam",
        idx="sampled/simulated.5000000.fastq.sorted.bam.bai"
    output:
        pdf="performance/evaluation/mapq_fpr.txt"
    run:
        import pysam
        total_reads = 5000000
        with pysam.Samfile(input.peanut, "rb") as peanut, pysam.Samfile(input.gold, "rb") as gold:
            FP = Counter()
            P = Counter()
            n = 0
            last = None
            for i, hit in enumerate(peanut):
                if not i % 1000:
                    print("processing hit", i)
                if not hit.is_unmapped:
                    ref = peanut.getrname(hit.tid)
                    is_fp = not any(
                        a.qname == hit.qname
                        for a in gold.fetch(
                            reference=ref, start=hit.pos, end=hit.pos + 1
                        )
                    )
                    if is_fp:
                        FP[hit.mapq] += 1
                    P[hit.mapq] += 1
                if i > total_reads:
                    break
        mapqs = sorted(P)
        p = [P[m] for m in mapqs]
        fp = [FP[m] for m in mapqs]
        np.savetxt(output[0], [mapqs, p, fp])

rule plot_mapq_fpr:
    input:
        "performance/evaluation/mapq_fpr.txt"
    output:
        pdf="plots/mapq_fpr.pdf"
    run:
        d = np.loadtxt(input[0])
        mapqs = d[0]
        p = d[1]
        fp = d[2]

        figure()
        plt.plot(mapqs, fp / p, "-", label="measured FPR")
        plt.plot(mapqs, [10 ** (-q / 10) for q in mapqs], "--", label="expected FPR")
        plt.legend(loc="upper right", handlelength=2.5)
        plt.xlabel("mapping quality")
        plt.ylim([-0.01, 1])
        plt.savefig(output.pdf)


####################### index size ##########################

rule plot_index_size:
    output:
        "plots/index_size.pdf"
    run:
        figure()
        epsilon = np.linspace(0, 1)
        ratio = 1 + epsilon / (16 * (1 + epsilon))
        line, = plt.semilogx(epsilon, ratio, "-")

        calc_ratio = lambda k: (k / 16 + 2) / (k + 1)
        K = np.linspace(1, 100)
        ratio = calc_ratio(K)
        plt.semilogx(K, ratio, "-")
        plt.xlabel("K")
        plt.ylabel("index size ratio")
        #plt.xlim([1, 100])

        break_x = 16 / 15
        break_y = calc_ratio(break_x)
        
        plt.plot([break_x] * 2, [0, break_y], "k--")

        plt.savefig(output[0])


###################### run time distribution ##################

rule plot_run_time_dist:
    input:
        "performance/{dataset}.peanut.align.strata.0.stats"
    output:
        "plots/{dataset}.run_time_dist.pdf"
    run:
        durations = dict()
        with open(input[0]) as f:
            reader = csv.reader(f, delimiter="\t")
            for l in reader:
                if l[0].endswith("duration"):
                    durations[l[0].split("_")[0]] = sum(map(float, l[1:]))
        items = "index filtration validation postprocessing writing".split()
        durations = [durations[i] for i in items]
        plt.figure(figsize=(3,2))
        cmap = plt.cm.Blues_r
        colors = cmap(np.linspace(0., 1., len(items) * 2))
        # fix index label
        items[0] = "indexing"
        patches, texts, autotexts = plt.pie(durations, labels=items, autopct="%1.1f%%", colors=colors)
        for p in patches:
            p.set_edgecolor("w")
        for t in autotexts:
            t.set_color("w")
        plt.gca().set_aspect("equal")
        plt.savefig(output[0], bbox_inches="tight")


def figure(figsize=None, right=False, top=False):
    fig = plt.figure(figsize=figsize)
    ax = Subplot(fig, 111)
    ax.axis["right"].set_visible(False)
    ax.axis["top"].set_visible(False)
    fig.add_subplot(ax)
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PEANUT License


The MIT License (MIT)


Copyright (c) 2014 Johannes Köster


Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:


The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.


THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
THE SOFTWARE.
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